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6

Psychology, Unconscious Processes, and Conscious 
Control

Psychological experiments seem to show that conscious states and processes play a much less 
prominent role in what we do than we might have expected, even when it comes to higher 
mental processes (for an overview see, e.g., Bargh & Chartrand, 1999; Bargh & Ferguson, 
2000; Caruso, 2012; Custers & Aarts, 2010; Dijksterhuis & Aarts, 2010). These studies have 
often been interpreted as showing that explanations of what we do in terms of external triggers 
and unconscious states and processes replace a substantial amount of explanations in terms of 
conscious intentions, even though we feel that they play an important role in what we do. For 
example, Caruso (2012, p. 107) states that this research “has revealed that social interaction, 
evaluation and judgment, problem solving, and the operation of internal goal structures can 
all proceed without the intervention of conscious acts of will and guidance.” And Bargh and 
Ferguson (2000, p. 940) claim that “[i]t is clear from this that one’s subjective experience of 
volition is a poor and inaccurate guide to its true causal status.” Thus, the suggestion is that 
even though we may feel that our conscious intentions regularly cause what we do, we can 
have this feeling without conscious intentions actually playing this causal role. We may think 
we act intentionally and have conscious control, but in fact what we do (often) happens to us.
 In this chapter I discuss three prominent experiments from the psychological literature 
to see whether this conclusion follows, and I argue that it does not. I show that these studies 
do not show that agents do not act intentionally, and that important aspects of what agents do 
can very well be explained in terms of conscious intentions. Furthermore, I argue that ‘lack of 
conscious control’ is not an interesting notion if it is not understood in relation to the (distal) 
intentions, values, and principles the agent has. I suggest that in every situation in which we 
intentionally act there are also a lot of accurate descriptions of what we do under which we 
lack this kind of conscious control. However, often this lack of control is irrelevant, because 
the events in question are not something agents want to have control over.
 I proceed as follows. In section 1 I set out three experiments that play a central role in 
the discussion on the role of unconscious states and processes in what we do. After that, I 
briefly recapitulate the relevant claims of the causal theory of action in section 2, and I recap 
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my conclusions from chapter 3 about conscious control and intentional action. In section 3 I 
connect this to the three experiments, and examine whether they can be used to support the 
claim that explanations of what we do in terms of external triggers and unconscious states and 
processes replaces explanations in terms of conscious intentions. I argue that at least in the 
priming experiments there is sufficient reason to think that, under certain descriptions, the 
subjects act intentionally and consciously control what they do. Furthermore, I make clear 
that there are also a lot of accurate descriptions of what agents do that they do not consciously 
control. Whether this matters depends on how what the agent does relates to her (distal) 
intentions, values, and principles. Section 4 concludes the chapter.

1. Psychological Research and Unconscious Causes 
A large collection of studies seems to point to the claim that what we do can be the direct result 
of external triggers that activate unconscious states, for example stereotypes, and processes 
that we are not aware of, and/or the influence of which we are not aware. One example of this 
is priming, of which I will discuss two examples in this chapter. The first example is a case in 
which priming with rudeness influences subjects to interrupt or not interrupt the researcher. 
In this experiment (Bargh et al., 1996, pp. 233-234), after working on an assignment that 
primed for rudeness, politeness, or neither of the two, subjects were instructed to go to the 
researcher in a different room for a different task. Upon arriving there, the researcher was 
engaged with a confederate in conversation, and ‘rudeness’ was measured by how long, 
up to a maximum of 10 minutes, it took the subject to interrupt the conversation and ask 
about the next experimental task. It turned out that in the polite condition less than 20% 
interrupted, while in the rude condition more than 60% did (Bargh et al. 1996, p. 235). From 
this experiment it can be concluded that there is a causal relationship between the prime and 
what subjects end up doing; the prime makes a significant difference to what subjects do in 
one condition compared to the other. Furthermore, the subjects are not aware that this prime 
had an influence on what they ended up doing.
 In a different priming experiment, stereotypes of elderly caused subjects to walk slower 
(e.g., Bargh, 2006). In this experiment, subjects were primed with the stereotype of elderly 
through a scrambled-sentence task. After they performed this task they walked out of the 
experimentation room. The subjects that were primed with the elderly stereotype overall 
walked slower than subjects in a control group whose test did not contain a disproportionate 
amount of words related to the elderly stereotype. More specifically, the primed subjects on 
average walked 4.2 km an hour, while the subjects who were not primed had a mean speed 
of 4.8 km an hour (Di Nucci, 2012, p. 729). The subjects did not show any awareness of their 
walking slower than ‘normal,’ or that they had received a biased list of words (Bargh et al., 
1996, p. 237). Thus again, without subjects being aware of it, their being primed with the 
elderly stereotype influenced what they did.
 Finally, there is the example of implicit bias, in which people’s judgments and what 
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they do is influenced by the race, gender, or other characteristics of the person they are 
dealing with. This happens without agents being aware of it and without them wanting to 
do so: often these people are explicit egalitarians and act against their explicit judgments. 
One experiment in which it is clear that what subjects do is the result of their implicit biases 
regarding gender is the one by Uhlmann and Cohen (2005), in which subjects were asked to 
select the best candidate for a (traditionally masculine) job as police chief. The subjects judged 
two candidates, Michael and Michelle. In one condition Michelle was more streetwise and less 
formally educated, while in the other condition it was the other way around. Subjects rated 
the strength of the candidates for a series of streetwise characteristics and a series of educated 
characteristics. After that, they rated the importance of either of the criteria to be a successful 
police chief and evaluated whether the applicant should be hired. The results showed that 
educated characteristics were rated as more important when the male candidate possessed 
them and as less important when the female candidate possessed them. This means that 
the criteria and their importance were ‘manipulated’ by the subjects in such a way that they 
had reason to select the male candidate over the female candidate. In Uhlmann and Cohen’s 
(2005, p. 478) words: “they defined their notion of ‘what it takes’ to do the job well in a manner 
tailored to the idiosyncratic credentials of the person they wanted to hire.” Moreover, subjects 
overall perceived their judgments as free of bias.
 Findings such as these are often taken to show that what we end up doing is not caused by 
our conscious intentions to act in a certain way, and that we do not consciously control what 
we do. Instead, it is claimed, much of what we do is caused by external triggers that directly 
activate unconscious states, such as stereotypes, and processes on the basis of which we act 
in a certain way (e.g., Vierkant et al., 2013, p. 8). To assess this claim I first need to say more 
about conscious intentions, intentional action, and conscious control.

2. Conscious Control, Intentions, and What the Agent Does Intentionally
Psychologists in the field often conclude that in these experiments the subjects lack conscious 
control, but they do not make explicit what they mean by it. They seem to think that it is 
intuitively clear that these findings undermine it. Bargh and Chartrand (1999, p. 463) do 
define conscious control when they state that conscious control is about being able to stop 
what you are doing, and to go on doing something else if you choose. They do not elaborate on 
this, however, and if this is what they mean by conscious control it is not at all clear that the 
experiments show that these subjects lack it. For example, in the elderly stereotype experiment 
there is no reason to think that the subjects cannot stop walking and do something else, or walk 
faster or slower, if they choose to (see Di Nucci, 2012). Similarly in the rudeness experiment: 
why think that subjects cannot stop talking to the researcher, remain silent, or do something 
else if they decide to? In the case of implicit bias this understanding of conscious control also 
does not seem to capture what is problematic: it is not at all clear that the subjects cannot pick 
the female candidate if they choose to do so, for example if there is reason to do because she is 
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more streetwise and formally educated. Thus, Bargh and Chartrand’s definition of conscious 
control undermines their own claims, because then the subjects would in fact consciously 
control what they do in these experiments. The interesting issue with these experiments is 
not that the subjects are forced to act as they do and cannot choose to do something else, and 
therefore lack control. Rather, I think that the interesting issue is whether these experiments 
show that we (often) do not act intentionally.
 In chapter 1 I argued that these psychological experiments are threatening because they 
seem to show that explanations of what we do in terms of external triggers and unconscious 
states and processes replace explanations in terms of conscious intentions. If conscious 
intentions do not cause what we do, it follows that we do not act intentionally and therefore 
do not consciously control what we do. I concluded in chapter 3, in line with Shepherd (2015), 
that conscious control should be understood in relation to intentional action. That means that 
I understand conscious control as control in light of the intention or plan that the agent has: 
we consciously control our behavior according to the intention and the plan we have in doing 
what we do. This is what we do for reasons and are committed to doing, and what is guided 
and sustained on the basis of the plan. Then, what is worrying about these experiments is that 
even though we think we act on the basis of a conscious intention, in reality what we do is the 
result of external triggers and unconscious states and processes. Thus, the problem is not that 
we cannot stop what we are doing, but rather that we do not act according to a plan we are 
committed to act on and do not act for reasons. Rather, the things we do happen to us, and 
they are not the result of our intentions, beliefs, and desires. 
 Thus, the question is which events we consciously control, and therefore which events 
count as intentional actions.1 According to (most versions of) the causal theory of action that 
I took as a starting point in this book, intentional actions are those events that are caused 
by intentions. Occurrent intentions play two roles in relation to intentional actions: (1) they 
causally explain the intentional action taking place, and (2) they provide an explanation of 
what the agent is committed to doing and what she does for reasons. For the purposes of this 
chapter I also need to emphasize again that this means that not all accurate descriptions of 
what the agent is doing are also correct descriptions of what she is intentionally doing. I could 
be sitting in the park explaining to a friend what the book I am writing is about, scaring off 
birds, alerting a burglar that I am not home, flattening the grass, annoying people around me, 
but I could be doing only this first thing intentionally, because what I do is triggered, caused, 
and sustained by the intention to explain my friend what the book I am writing is about. That 
is what I do for reasons and is in light of which my bodily movements are controlled. All the 
other things I do unintentionally. In line with Shepherd’s (2015, p. 328) definition of conscious 
control as “an exercise of overt action control for which conscious states or processes make 
critical contributions” and given my argument in chapter 3 that for all intentional actions 

1 For a more detailed description of intentional actions and the causal theory of action I refer readers to section.3.2 of 

chapter 1 and section 1 of chapter 3. For now I only highlight those aspects that I need to make the further claims in this 

chapter.
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conscious states or processes make critical contributions, that means that under this definition 
I consciously control all intentional actions. In this case, I consciously control explaining the 
content of the book I am writing to this friend. I do not consciously control scaring off birds, 
alerting a burglar that I am not home, flattening the grass, and annoying people around me.2 
 Also, I need to say more about this in relation to the distinction between intended and 
subsidiary intentional actions. In the example of explaining to content of the book I am writing 
to my friend I only intend to do that. The specific words that I am using to explain it are not 
things I intend; they are not triggered, sustained, and guided by specific conscious intentions. 
However, that does not mean that the words I am saying are not consciously controlled. Even 
though motor mechanisms actually respond to feedback and even if adaptations to bodily 
movements take place outside of conscious awareness, it is only in light of the conscious 
intention with which I act that adaptations are made this way, and that certain words are 
produced and not others. The exact words I am using might not be something I consciously 
reflect on or consciously represent before I say them, the adaptations and corrections do 
take place because of my intention to explain the content of the book. Because of that I do 
consciously control the words I am producing, at least the things I say that are successfully3 
triggered, guided, and sustained by the intention to explain the content of my book to my 
friend. This means that conscious control should not be understood as consciously producing 
every single sub-step of the intended action. The fact that the words I am using and the 
corrections I make to what I am saying are guided in light of this conscious intention make 
them things I consciously control. Because these sub-steps of the intentional action are part of 
this larger intended action, I say these words for reasons and I am committed to saying them 
(see, e.g., Mele, 1997b; Mele & Moser, 1994). 
 In line with the fact that we act intentionally only under some descriptions of what we do, 
it is important to make the right distinctions. Regarding subsidiary bodily movements, they 
are only intentional under that description under which they are part of the plan. Probably 
no clear line can be drawn here, but we can imagine that in the case of the intended action of 
explaining to a friend what the book I am writing is about, I intentionally say the words that 
contribute to this plan, but I do not consciously control that I use 564 words for this, which 
hand movements I make, or what my exact tone of voice is. These aspects are not part of 
the plan that is the content of the intention. Furthermore, all kinds of factors may influence 
what I precisely do. The exact time at which I start talking, how long it will take me, and 
which example I use might be influenced by factors that I am not aware of, for example how 

2 Of course we could argue that on a different understanding of the term I might have conscious control over for example 

annoying people around me. I could be aware that I am doing this without doing it intentionally and decide to talk in a 

softer voice or keep my hand and arm movements to a minimum. However, this amounts to a different kind of control 

than the one I am concerned with in this chapter.

3 Clearly, I only exercise control if what I do is in fact a successful execution of the intention. Shepherd (2015, p. 329): 

“an agent exercises a higher degree of control over an instance of behaviour B to the extent that B more closely matches 

the representational content of the mental state(s) guiding B.” If the match is too far off, I do not act intentionally nor 

consciously control what I do.
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confident I feel at that moment about my project, whether I had a lot of coffee, and how I 
interpret my friend’s responses. Does that mean I lack conscious control? This depends on 
whether it is part of the plan. If I for example intend to explain it in exactly five minutes and I 
manage to do so it was something I did consciously control. However, in most cases the exact 
timing is probably not part of my plan and therefore I do not consciously control whether it 
takes me 4.15 minutes or 5.34. Thus, we can lack conscious control in two ways: (1) because 
we did not successfully execute the plan, or the result is not close enough, or (2) because we 
do something that is not done in light of the plan with which we are acting. For the purposes 
of this chapter the second aspect of conscious control will be relevant.
 Thus, it is important to understand conscious control in relation to the intention the 
agent has. The content of the conscious intention determines what it exactly is that the agent 
does intentionally and thereby what she consciously controls; either because that is what 
she intended to do or because it is a subsidiary action in service of the larger plan. Intended 
and intentional actions should be distinguished from unintentional actions, like accidentally 
scaring off birds while talking, or alerting a burglar that I am not home while sitting in the 
park, and other behaviors and bodily movements, like (most of the time) tripping, dropping 
your phone when someone scares you, sneezing, knee jerk reflex, and eye-blinking. 
 In the next section I apply this understanding of conscious control to the three 
experiments I introduced in section 1 to see whether the explanations of what we do in terms 
of external triggers and unconscious states and processes show that the agents lack conscious 
control. In other words, the question is whether these experiments show that subjects do not 
act intentionally, because causal explanations of what we do in terms of conscious intentions 
are replaced by these other explanations.

3. Do the Experiments Show That We Lack Conscious Control?
My analysis in section 2 shows that I agree with Bargh and Ferguson (2000) that conscious 
control would be threatened if studies really show that explanations of what we do in terms 
of external triggers and unconscious states and processes replace explanations in terms 
of conscious intentions. If that is the case we do not act intentionally and therefore do not 
consciously control what we do. Now the question is whether the experiments on priming 
and implicit bias show that this is the case. In this section I am going to assess this question. 
I argue that at least in the two priming experiments there seems to be something that the 
agent does intentionally and therefore consciously controls. It is not at all clear that the causal 
explanations of what agents do that are found in these experiments exclude explanations in 
terms of conscious intentions. Furthermore, I point out that there are a lot of things we do not 
consciously control even when we are acting intentionally, namely all those events that are 
not intended or intentional in virtue of being part of this larger intentional action. However, 
events under these descriptions are often things agents do not want to control. Because of 
that, their lack of conscious control is not worrying. That means that ‘lack of conscious control’ 
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in itself is not an interesting claim, the issue is whether we lack conscious control over what 
we do in a way that we act against our (distal) intentions, values, and principles. That means 
that ‘lack of conscious control’ in itself is not an interesting claim, the issue is whether we 
lack conscious control in a way that implies acting against our (distal) intentions, values, and 
principles.
 Let me start by clarifying the relationship between explanations of what we do in terms 
of conscious intentions and explanations in terms of other states or processes. Action theories 
in general and the causal theory of action specifically are not meant to provide (causal) 
explanations of everything an agent does, but rather to distinguish between intentional 
action, unintentional action, and behavior. Even though the causal theory of action claims 
that intentional actions are caused by intentions, that does not mean that the causal theory 
of action needs to be able to fully explain what the agent did in a specific situation in terms of 
intentions. As Mele (2003) states:
 
 

We have to make a distinction between providing a complete explanation of what the agent 
exactly did at a certain moment, and providing an explanation in terms of reasons and 
conscious intentions that explain what it is that the agent intentionally did. These explanations 
in terms of conscious intentions do not suffice to give a complete explanation of what the agent 
did, nor do they have to in order for the agent to do something intentionally (as well). First, for 
a complete explanation of all the details of what an agent precisely does and how it is possible 
that she intends and acts for reasons, personal-level explanations do not suffice and we need 
to refer to sub-personal causal explanations as well (see, e.g., Dennett, 1969; Hornsby, 2000; 
Pacherie, 2008). And second, what an agent does also depends on the context in which she 
acts: I would not be (unintentionally) alerting the burglar if she had not been in the park at 
that moment.
 Similarly, the fact that external and unconscious factors contribute to what we do, does 
not mean that explanations of what we do in terms of intentions are excluded. The important 
question is whether and by which conscious intention what the agent does is triggered, guided, 
and sustained and what the agent is committed to doing. In other words, what matters is under 
which description the action is intentional and consciously controlled. My suggestion is that 
in the two priming experiments in which subjects are manipulated by unconscious influences 
they seem to be doing something intentionally as well4, and that the important question is 

4 In chapter 3 of this book I argued that we have to be careful in ascribing intentions to agents, which is why I use ‘seems’ 

Explanations of actions in terms of the reasons for which they are done are 
rarely, if ever, complete explanations (cf. Davidson, 1999, p. 639). Often, at least, 
considerably more information would be required for something approaching a full 
understanding of the behaviour. We may want to know, for example, why an agent 
wanted the end that he pursued, or why he acted for one reason rather than for 
another reason he had at the time. (p. 74)
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what it precisely is that these subjects do and do not consciously control. Furthermore, on the 
basis of the priming studies and the implicit bias study, I argue that ‘lack of conscious control’ 
in itself is not an interesting notion. The interesting issue is whether we lack conscious control 
over things we do that are in tension with our (distal) intentions, values, and principles.
 Let me explain this in relation to the experiment on priming with rudeness first. In this 
experiment it is claimed that agents lack conscious control because whether they interrupt 
the researcher or not is influenced by the words in the task they had to do before. Does this 
experiment exclude an explanation in terms of a conscious intention, in light of which agents 
exercise conscious control? It seems to me that it does not; there is no reason to think that 
the subjects are not doing something intentionally in the experiments. When asked what they 
are doing, while starting to talk to the researcher, it is likely they will say something like ‘I 
am asking what I should do next’ or, if they do not interrupt, ‘I am waiting for the researcher 
to finish talking and give me my next assignment’. Also, this conscious intention probably 
triggered, guided, and sustained their intentional action. 
 Even though researchers in the field think that the prime leads to ‘automatic goal pursuit,’ 
and that the behavior is completely triggered and guided by unconscious goal representations 
(see, e.g., Custers & Aarts, 2010), the findings allow for different interpretations of how the 
prime leads to what the subjects do (see, e.g., Schlosser, unpublished manuscript). One 
interpretation is that the prime only activates behavioral tendencies, i.e., the tendency to 
be rude. However, this tendency does not seem to suffice as a complete explanation of the 
agent actually interrupting the researcher, which still seems to depend on the agent forming 
or acquiring an intention to do so. It seems that the activation of the concept ‘rudeness’ alone 
cannot fully guide and sustain the behavior of the subject in that specific situation.
 A different interpretation is that the prime activates a goal and the pursuit of that goal, 
which in this case would be the goal to be rude (see, e.g., Schlosser, unpublished manuscript). 
On this interpretation the unconscious goal activation might indeed suffice for the agent to 
interrupt the researcher. But if we look at this specific experiment several interpretations are 
possible, and it is not at all clear that what they do is completely explained by their unconscious 
goal to be ‘rude’. That is, on the basis of the experiment alone there is no reason to think 
that they do not act with a conscious intention when they wait or interrupt the researcher, 
and that they do not have a conscious goal in so acting, instead of a only unconscious one. 
An alternative interpretation, in line with my view of intentional action, would be that the 
subjects consciously and intentionally interrupt the researcher, but are not consciously and 
intentionally ‘rude,’ even if we assume that this factor played a role in what the agents did, 

here. My suggestion would be to decide what agents do intentionally by assessing which counterfactuals are true of the 

agent at that moment and by asking her: what is her response when asked what she is doing intentionally? As I pointed 

out in chapter 3, it is crucial which questions are asked because some questions force agents to come up with intentions 

that did not have or for events that they did not intentionally perform. For the purposes of this chapter, my main point is 

that the influence of these unconscious states and processes does not exclude that subjects do something intentionally as 

well, and whether I am correct about what it exactly is that they do intentionally is not of main importance.
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without them being aware of it. On either interpretation, it is not at all clear that “[t]he mere 
priming of certain words was enough to influence behaviour directly and automatically,” as 
Caruso (2012, p. 116, emphasis added) suggests. 
 A different suggestion I need to discuss here comes from Di Nucci (forthcoming). He 
claims that what the agents intentionally do in this experiment cannot be explained in terms 
of intentions or other psychological states. He states “if factor X [the prime] cannot be 
found anywhere amongst the agent’s psychological states, then that shows that the agent’s 
psychological states are not sufficient to explain why the agent does A instead of not doing 
A” (p. 8). But again, the causal theory of action, or any other action theory, is not meant to 
provide a complete explanation of what the agent does, but only of what she does intentionally. 
Furthermore, what she does intentionally depends on her perspective: her reasons and her 
intention. Di Nucci claims that the true description of what agents intentionally do after the 
prime is “interrupt[ing] rather than not interrupting” (Di Nucci, forthcoming, p. 7). But this 
is a description of what the agent is doing from the perspective of the researcher and the 
experimental design. However, intentional actions should be understood from the perspective 
of the acting agent. Rather than claiming that the subject is ‘interrupting rather than not 
interrupting’ it makes more sense to conclude that the subject is intentionally ‘interrupting’. 
Although it might be true that what takes place from the perspective of the researcher is that 
the subject is interrupting rather than not interrupting, this is not an accurate description of 
what the agent is intentionally doing. The subject might not even see this as a situation in 
which these two options are available, she might have considered to walk away or to interrupt. 
 Furthermore, whatever subjects end up doing and whether that is influenced by this 
prime, there is no reason to think that they do not act for reasons, whichever option they 
choose. The subjects in these experiments have reasons to interrupt (e.g., they have other 
plans after) and reasons to not interrupt (e.g., they do not want to disturb) and on the basis 
of their reasons decide to interrupt or not. As Sandis (2015) explains it, we should not think 
that “[t]he reasons for which we act are identical to the things which motivate us to act (and 
vice versa)” (p. 271). This prime may have made some reason(s) weigh heavier than others, 
but still what we end up doing we do for reasons. There is no competition between the two 
kinds of explanations. Rather, the psychological explanations typically serve as explanations 
of why people have the reasons they do (Sandis, 2015, p. 273). The psychological explanation, 
in this case the unconscious activation of the goal or behavioral tendency to be rude, does 
not replace explanations in terms of reasons and conscious intentions. Environmental factors 
might trigger us to act for certain reasons and not for others, and to form certain intentions 
and not others, but that does not change anything to the fact that I intentionally interrupt, that 
I did that for reasons, and that I consciously control what I do while talking to the researcher. 
 This brings me to the second example, priming with the elderly stereotype. Here, subjects 
that were primed with words that are associated with old people tended to walk slower than 
subjects who were not. Does this experiment lead to the conclusion that the agent lacks 
conscious control in this case? Again, there seems to be some intentional action taking place, 
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for example ‘walking to the exit’. Different from the previous priming experiment I discussed, 
in this case the prime does not seem to have an effect on what subjects are intentionally 
doing. In both conditions they perform the same intentional action, only in a different way. 
Of course, agents walk faster if they are not primed and walk slower if they are, and they do 
not walk slower on purpose (see Di Nucci, 2012, p. 728). This suggests that primes can make 
subjects do something without their knowing it or meaning to act that way. Therefore, it seems 
that that these subjects do not consciously control whether they walk at 4.2 km an hour or 4.8. 
However, I agree with Di Nucci that both walking 4.2 km an hour and 4.8 km an hour satisfies 
their aims, and that it simply does not matter how fast they exactly walk. It does not violate 
their intentional action of walking to the exit and that is what they consciously control. This 
is also what Levy (2014a, p. 118, note 5) suggests: the prime and activated stereotype only 
modulate the intentional action that is performed with a conscious intention.
 At the same time, I do not fully agree with Di Nucci’s (2012, p. 729) interpretation of the 
experiment, since he suggests that these subjects do intentionally walk 4.2 km an hour or 4.8 
km an hour. I do not think this follows, or that it is the best way to make sense of this case. 
The subsidiary intentional actions they are performing, putting one foot in front of the other, 
might be intentional because they serve the plan of walking to the exit. However, that does not 
mean that walking at that specific speed is intentional as well. We could also think of cases in 
which an agent actually intends to walk at a certain speed and has the skills and/or equipment 
to do so. Clearly, this agent is intentionally doing something different from the subjects in 
these experiments. The subjects in this experiment have no or reasons for their exact speed; 
they only intentionally walk to the exit. 
 Similarly, it does not matter whether I call my mother at 8pm or at 8:30pm if I planned 
and promised her to call that evening. Both options are in line with my plan and I act for 
reasons when dialing her number at a certain time. That in the end I dial her number at 
8.24,55pm because of some trigger I am not aware of (e.g., the smell of coffee reminds me to 
call her) does not mean that me calling her was not intended. I may not consciously decide 
to call at that moment, but the action of calling her that evening was consciously controlled. 
As Di Nucci (2012) puts it, there are a lot of causal factors that play a role in determining at 
what exact speed the subject is walking, but as long as they do not interfere with the agent’s 
plans, their presence within the causal history of that action does not have anything to say 
about the intentional character of that action. This way it can be accommodated that agents 
act intentionally under some descriptions, e.g. ‘walking to the exit,’ and not under others, e.g. 
‘walking to the exit at 5.2 km an hour’. Although subjects do not consciously control that they 
walk 5.2 or 4.8 km an hour, as long as this is in line with their intention and reasons (and 
probably also with the distal intentions, values and principles they hold) there is no reason for 
them to want to consciously control this.
 Now I move to the final example, the case of implicit bias. If we look at the experiment 
by Uhlmann and Cohen (2005) on selecting the police chief, are agents doing something 
intentionally in this experiment? In other words, is there an accurate description of what 
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they are doing that they are committed to and that is triggered, guided, and sustained by an 
intention? My suggestion is that this experiment allows for two interpretations, which both 
lead to the conclusion that the agents lack conscious control, in a more substantial way than 
the subjects in the priming experiments. First, the conclusion might be that the subjects are 
not acting intentionally at all. That is, no accurate description of what they are doing is also a 
correct description of what they are intentionally doing. In the experiment, I assume that the 
subjects genuinely aim to select the best police chief for the job. This is what they intend to 
do, it is what the experiment requires of them, and it is what (they think) they are doing for 
reasons. However, what they do is not guided and sustained by this plan they explicitly and 
consciously hold, but by the plan to select the male candidate for the job as police chief, of 
which they are not conscious. Because of this, what the subjects are committed to doing and 
how their behavior is triggered, guided, and sustained is not in line. This means they are not 
acting intentionally in this experiment.
 A different interpretation, which I take to be more in line with Sandis (2015), is that 
subjects do act intentionally, but in a less than optimal way. Subjects are committed to 
selecting the best candidate as police chief and their behavior is triggered, guided, and 
sustained by this plan. However, instead of choosing the police chief on the basis of reasons 
they explicitly endorse, they select the best police chief on the basis of (implicit) beliefs 
based on sex stereotypes. Then, we can conclude that the subjects intended to select the 
best candidate as police chief. Another similar interpretation is that subjects intentionally 
selected a candidate for a particular job, and that this intention also triggered, guided, and 
sustained their bodily movements. However, assuming that they are explicit egalitarians, 
this interpretation suggests that under one accurate description of what they are doing their 
actions and choices are not in line with their explicit (distal) intentions, values, and principles. 
Then, similar to the experiment in which subjects were primed with the elderly stereotype, 
there is an accurate description of what they are doing that they do not consciously control. 
However, the important difference with the previous case is that they now lack conscious 
control in a way that they (should) care about, because they act in a way that they would 
reject. That means that, independently of the specific interpretation of the case, subjects do 
something in Uhlmann & Cohen’s (2005) experiment that they do not consciously control 
or intentionally did, and they would reject doing it if they were conscious of it. Therefore, in 
the example of implicit bias we can say that agents lack conscious control in a way that they 
should be worried about. 
 Then, what is the exact relationship between a problematic lack of conscious control, that 
we should be interested in when analyzing these experiments, and causal explanations of what 
we do in terms of external triggers and unconscious states and processes? In case of selecting 
the best candidate for the job as police chief and alerting the burglar in the park, there is an 
accurate description of what the agent does which is unintentional, that the agent is not aware 
of, and which she would reject if someone told her she was doing that. However, this does not 
depend on how what the agent did came about, but on the features of what she is doing at that 
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point that she is not aware of. 
 Conversely, for example Nahmias (2007, p. 179) argues that “[t]he less accurate your 
knowledge of which factors might influence you, the less you can control the influence of 
those factors you want to make a difference – that is, the less you can act on your principles.” 
Here, a direct connection is made between unconscious influences and conscious control. 
Similarly, Levy (2014a, 2014b) emphasizes that unconscious states and processes might 
causally contribute to what we do in a way that undermines conscious control, and moral 
responsibility. However, on the basis of my analysis the question is whether the features of 
the situation might be equally or even more important in at least some cases than the causal 
history in assessing whether conscious control is undermined in a problematic way. 
 Even though in all three experiments external triggers and unconscious states and 
processes make agents do what they do, that in itself did not amount to an interesting 
conclusion regarding lack of conscious control. Of course, some accurate descriptions of what 
we do that are caused by external triggers and unconscious states and processes can be given, 
but they are simply irrelevant in relation to our (distal) intentions, values, and principles. In 
those cases we lack conscious control, e.g., I do not consciously control at what exact time I 
call my mother, but that is not conscious control that I am lacking that matters. It does not 
matter what time I call her, only that I do so that evening. Conversely, the fact that we do 
something unintentionally, unknowingly, and that we would reject undermines our conscious 
control in a way that we worry about, independently of whether this depends on the precise 
situation I am in, the presence of a burglar in the park, or me doing something that can be 
causally explained by external triggers and unconscious states and processes, choosing the 
male candidate as police chief. Then, the suggestion is that it mainly matters that I brought 
about something that I did not want to bring about, and that I was not aware of doing so. 
However, more elaborate research and argumentation in this direction has to wait for a later 
occasion. 
 For now, I can conclude on the basis of my analysis that, overall, psychological experiments 
do not show that explanations of what we do in terms of external triggers and unconscious states 
and processes does not replace explanations in terms of conscious intentions. Furthermore, by 
examining the relationship between these experiments and conscious control it became clear 
that ‘lack of conscious control’ in itself is not an interesting notion, but should be understood 
in relation to the (distal) intentions, values, and principles of the acting agent. Then, in the 
example of implicit bias, even though on one interpretation the subjects also act intentionally 
and exercise conscious control over what they do under some description, they are doing 
something unintentionally as well that they do not consciously control that is in tension with 
their explicit intentions, values, and principles. Similar to the example I gave of explaining 
what the book I am writing is about to my friend, there are several accurate descriptions of 
what I am doing that I am not doing intentionally. What matters is whether I do something 
unintentionally that I do not want to do.
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4. Conclusion
To conclude, the findings do not show that subjects generally lack conscious control and 
that explanations of what we do in terms of external triggers and unconscious states and 
processes replace explanations in terms of conscious intentions. Therefore, also from these 
experiments we should not that the perspective of agents is unreliable: if they experience 
that they consciously decided and that this decision caused what they did that might very 
well be the case, even if external triggers and unconscious states and processes also causally 
contributed to what the agent precisely did. Furthermore, I made clear that there are also a lot 
of accurate descriptions of what agents do that they do not consciously control. My suggestion 
is that whether this matters depends on how what the agent unintentionally does relates to her 
(distal) intentions, values, and principles. 


